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Abstract

The delegation of powers by legislators is essential to the functioning of mod-

ern government, and presents an interesting tradeoff in multi-level states such

as the European Union (EU). More authority for member states mitigates

ideological drift by the European Commission, but less authority reduces the

credibility of commitments to centralized policies. Extant empirical studies of

this problem have relied on labor-intensive content analysis that ultimately re-

stricts our knowledge of how delegation responded to legislative and executive

power changes in recent years. Here, we present a machine learning approach

to the empirical estimation of delegation and constraint in EU legislation and

demonstrate that this approach can be used to accurately predict discretion,

delegation and constraint ratios from EU legislative texts. Using an expanded

database of 59,423 EU directives and regulations enacted between 1958–2017,

we study how major institutional changes have shaped delegation and con-

straint in EU law. While our principal interest is in the European Union, the

method we employ can also be used to understand delegation in a variety of

contexts.



1 Introduction

Delegation of powers is a central problem in modern representative government. As

a theoretical construct, delegation represents a grant of authority by a legislature,

who holds policy-making power as a constitutional matter, to an agent or set of

agents, whose powers are determined by the conditions identified by the legislature

in enabling statutes. Beyond the policy substance of the powers to be exercised,

delegation thus has two essential elements that any quantitative strategy to measure

it must capture: (1) the identity of the agent or agents who hold policy-making

authority as a result of the delegation and (2) any constraint or conditions on the

exercise of that authority. For instance, a delegating law might state that an envi-

ronmental agency (identity) shall make rules and regulations to protect wildlife, but

only after consultation with the public (constraint). As important as it is, delegating

legislation is not the only kind of law enacted by governments, and researchers have

applied restrictive selection criteria to yield a small sample on which to apply a labor

intensive coding framework. By contrast, we offer a machine learning approach for

estimating identity and constraint directly from legislative texts that leverages an

existing coding framework and apply it to over 59,423 European Union (EU) laws

from 1958–20171.

Delegation in the EU requires an important choice of agent: the European Com-

mission (EC), the principal executive body versus the national administrations of the

1To the best of our knowledge, this collection encompasses all of the active English language EU

legislation currently available on EUR-Lex, a comprehensive database of European Union legislation

maintained by the EU: https://eur-lex.europa.eu/homepage.html
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EU member states. Franchino (2001, 2007) offers a formal argument that captures

the legislative delegation decision as essentially a tradeoff between credible commit-

ment to a common policy and the potential for policy drift by the EC. Franchino

creates a human coding framework to test its implications in 158 “major” pieces of

European legislation from 1958–1993. His framework produces delegation (identity)

and constraint ratios commonly used in studies of delegation in the U.S. Congress

to capture identity and constraint (Epstein and O’Halloran, 1999). Focusing on del-

egation to and constraints on member state authority, we reproduce and extend this

human coding effort in four stages.

First, we train a series of gradient boosted tree (GBT) text classifiers to reproduce

Franchino’s coding on the original sample. Second, we machine code all provisions

from EU legislation produced between 1958–2017 using these classifiers. Third, we

estimate delegation and constraint ratios from the larger machine coded dataset.

Fourth, we apply a discontinuity test to assess the consistency of these measures

after the end of the human coding period in 1993. Finally, to test the face validity

of our out of sample estimates, we examine theoretical propositions regarding policy

conflict between EU actors and the authority of member states to implement policies.

This letter contributes an alternative to the growing variety of methods for cap-

turing delegation through proxy measures on a large scale. Various studies use the

number of words in a statute to capture constraint, arguing that as word count in-

creases agent discretion is more restricted (Clinton et al., 2012; Huber, Shipan, and

Pfahler, 2001; Huber and Shipan, 2002). Vakilifathi (n.d.) improves on this measure

by distinguishing between optional and mandatory provisions by identifying contex-
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tual triggers such as the use of “shall” versus “may.” While these methods allow

researchers to capture a broad array of the types of delegation used, because of the

scale of the problem, they cannot separate authority from constraint in the way that

labor-intensive content analysis can. Our method is extensible to any context in

which human coding has been profitably produced.

2 Measuring Delegation and Constraint

Measures of identity and constraint in Franchino (2001, 2007) are calculated using

delegation and constraint ratios as defined by Epstein and O’Halloran (1999). In

both the EU and US case, these ratios are combined to create an index of executive

discretion delegated to EU member states. The unit of analysis is the provision

which is a subset of an act (law) that comprises the articles and sub-articles of that

law.

To capture the identity of agents, the delegation ratio, ∆i, for act i represents the

number of provisions delegating authority Di to the national administrations of EU

member states divided by the total number of provisions in the act Pi:

∆i =
Di

Pi
(1)

A constraint ratio captures restrictions on the authority of member states to im-

plementing policy. This ratio is constructed by dividing the total number of restraint

categories, Ci, present in a piece of legislation by the total number of categories of

restraint. For the EU, Franchino (2001, 2007) identifies 12 such categories of re-
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straint2.

Ci =
Ci
12

(2)

A discretion index δi, is created by subtracting the delegation ratio from the

product of the delegation and constraint ratios (Franchino, 2004, 283):

δi = ∆i − [Ci ×∆i] (3)

The essence of this measure is that the extent of delegating provisions to an identified

actor, national administrations, in an act is weighted by the constraints placed on

that authority.

3 Methods

We employ a supervised machine learning framework using gradient boosted trees

(GBTs), a variant of the decision tree algorithm random forests, for identifying pro-

visions within acts delegating authority to national administrations or imposing con-

straints. These are subsequently used to automatically estimate delegation and con-

straint ratios, and combine them into a discretion index. We chose GBTs for this task

because they perform well in text classification contexts and are among the most in-

terpretable and transparent machine learning algorithms available (Lakkaraju, Bach,

and Leskovec, 2016). As a result, GBTs allow us to accurately estimate delegation

ratios, constraint ratios and discretion indices from EU texts and to learn more about

2See Supplementary Materials for details
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the language of delegation and constraint in the context of the European Union.

Machine learning methods, more generally, which learn patterns from human la-

beled data, have enjoyed a great deal of success in a wide variety of classification

problems in the social sciences (Benoit et al., 2016; Grimmer and Stewart, 2013).

The extent to which these methods are able to successfully reproduce classifications

from human coded data, however, depends largely upon the quality and care taken

by human coders to label the data and whether the machine learning classifier is

appropriate for modeling the data (Grimmer and Stewart, 2013). Both the quality

of human labeled data and the model imposed on the data by the machine learn-

ing algorithm can jointly influence the classifier’s ability to correctly identify and

reproduce human coded labels.

Through training and testing a series of GBT classifiers using labeled European

Union legal texts provided by Franchino (2001, 2007) we are able to verify that care

was taken by coders to label the data. However, because most machine learning

frameworks ultimately rely on models estimated from biased samples of the training

data that they use, it is essential to understand the limitations of the training data

to assess whether any systemic biases are present in out–of–sample predictions. Here

the training data has two major limitations. First, the legislation collected and coded

by Franchino (2001, 2007) was comprised of “major EU legislation” using Mayhew’s

definition in Divided We Govern (Mayhew, 1991). Second, the coded legislation

available was from the years 1958–1992 while the legislation that we collected spans

1958–2017.

These limitations suggest that attempts to apply a machine learning classifier
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trained on these data to predict delegation and constraint in out–of–sample texts

may result in biases which can affect the interpretation of the results. To address

these concerns we develop a novel discontinuity test using classifier probabilities.

Using this test, we do not find evidence of systemic biases which could impact the

substantive interpretation of the delegation and constraint ratios we estimate.

3.1 Sequence of the Estimation Framework

The empirical estimation of delegation and constraint ratios with gradient boosted

trees involves two phases which are outlined in Table 1. In Phase I, a series of GBT

classifiers are trained using Franchino (2004)’s hand labeled EU provisions for the

purpose of identifying delegation to EU member states and each of the restraint

categories3.

The second stage of Phase I involves assessing the relative performance of each

of the trained models to identify the strengths and weaknesses of each of the metrics

that we construct. Performance of each classifier, c is assessed using five metrics,

accuracy am, precision πm, specificity σ1, recall σ2 and F1
4. These performance

statistics allow us to determine the extent to which machine learning algorithms are

appropriate for identifying these concepts in EU legislative texts and also permit us

to learn more about the systemic biases present in our measures of delegation and

constraint that we estimate in Phase II of these analyses.

3See Supplementary Materials for details about restraint categories and a detailed description

of the GBTs used for training.

4See Supplementary Materials for an in-depth discussion of each metric.
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Phase Stage Action Data
I 1 Training, Testing, Labeled EU

provisions,1958–2000.

2 Performance Accuracy (am)
Precision (π)
Recall (Sensitivity) (σ1)
Specificity (σ2)
F1

II 1 Classification Unlabeled provisions
from EU legislation
1958 – 2017.

2 Delegation Ratio ∆̂i

Constraint Ratio Ĉi
Discretion Index Estimation δ̂i

Table 1: Phases and stages of analysis for estimating delegation ratios, constraint
ratios and discretion indices in all active EU legislation between 1958–2017 using
gradient boosted trees.

4 Data

Data used to train and test our machine learning classifiers to identify delegation and

constraint were taken from (Franchino, 2001, 2007). Additional EU legislation which

comprises our database of 59,423 laws enacted between 1958–2017 which we study

using the trained classifiers were taken from the EUR–Lex database5. Franchino

(2004) codes provisions in 158 major pieces of European legislation from 1958 to 1992

according to whether these provisions delegated executive powers from the European

Community to member states or whether they imposed statutory constraints. After

5https://eur-lex.europa.eu/homepage.html
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excluding non-English language legislation, 147 pieces of legislation remained6

5 Results

Type Accuracy Precision Recall Specificity F1

Delegation Classifier
Delegation to MS 0.783 0.726 0.732 0.817 0.729

Constraint Classifiers
Consultation Requirements 0.995 0.696 0.842 0.997 0.762
Executive Action Required 0.998 0.5 0.6 0.999 0.545
Appeals Procedures 0.995 0.556 0.417 0.998 0.476
Spending Limits 0.994 0.385 0.5 0.996 0.435
Time Limits 0.982 0.3 0.571 0.986 0.393
Reporting Requirements 0.986 0.265 0.643 0.988 0.375
Rule-making Requirements 0.923 0.36 0.323 0.962 0.34
Executive Action Possible 0.998 0.2 0.5 0.998 0.286

Table 2: Performance metrics for delegation and constraint classifiers ordered by
F1 score.

Table 2 contains performance metrics for each of the classifiers and Figures 1(a)

and 1(b) contain contain information about term importance for the delegation clas-

sifier and the best performing constraint classifier. The final models were selected

using a process of hyperparameter tuning with 5–fold cross validation7 . The overall

quality of each classifier is captured by the F1 statistic, which combines precision

and recall (sensitivity) in a single metric that ranges from 0-100. Recall (sensitiv-

ity), or the true positive rate, tells us good a classifier is at detecting each delegation

6We describe the process of coding and parsing the text data in more detail in the Supplementary

Materials along with an explanation of why non–English language laws were excluded.

7Explained in further detail in the Supplementary Materials
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and constraint category while precision tells us how well each classifier is able to

distinguish between correctly labeled and falsely labeled provisions. These statistics

suggest that our trained classifiers do an excellent job of detecting delegation and

most categories of constraint (high recall), but that they will tend to overestimate

constraint (low precision for some constraint categories).

Figures 1a and 1b contain information about the importance or terms used for

identifying provisions delegating authority and the “consultation requirements” re-

straint category. The top 5 terms for consultation requirements are “opinion”, “con-

sult”, “regard”, “competent” and “treaty” and the top 5 terms for delegation are

“may”, “state”, “article”, “shall” and “detail”. We include similar term importance

plots for each of the restraint categories in the Supplementary Materials and note,

as a sanity check, that term importance for each of these constraint categories are

highly intuitive. For example, the top 5 terms for the “spending limits” category

includes “aid”, “exceed”, “amount”, “factor” and “grant.”

After training a series of GBT classifiers as discussed above, we move on to com-

pute a delegation ratio, a constraint ratio and a discretion index for each of the

59,423 EU laws that we collected in the manner of Epstein and O’Halloran (1999);

Franchino (2001, 2007). This required three steps. First, each of the EU laws col-

lected were parsed by provision using natural language processing methods, resulting

in a database of 404,852 provisions. Second, provisions were cleaned transformed

into a document-term matrix using a pipeline in which each provision was first tok-

enized into unigrams and bigrams and standardized through removing punctuation,

putting all terms in lowercase, removing stop words and stemming. Finally, each
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(a) Consultation Requirement Constraints

(b) Delegation to Member States

Figure 1: Terms distinguishing provisions which contain consultation requirement
restraints on EU member states (a) and delegation of powers to member states (b).
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(a) Predicted v. Hand Coded Delegation Ratios

(b) Predicted v. Hand Coded Constraint Ratios

Figure 2: Gradient boosted tree predicted delegation and constraint ratios vs. hand
coded delegation and constraint ratios, by year.
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of the trained classifiers were applied to these cleaned provisions and each provision

received a binary label indicating whether it contained content which delegated au-

thority to member states or contained each of the 8 constraints that we identified.

Estimated delegation ratios ∆̂i, constraint ratios, Ĉi and a discretion index δ̂i were

then computed for the ith EU law in the database of the 59,423 EU laws that we

collected (see Supplemental Materials for further details).

Figures 2a and 2b are plots of predicted versus hand coded delegation ratios

averaged over each training data year between 1958–1992. These plots demonstrate

that our classifiers no only perform well at the provision level, but are also able to

faithfully reproduce patterns of delegation and constraint ratios over time.
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5.1 Descriptives

Figure 3: Annual number of EU regulations and directives analyzed between 1970–
2017

Our trained classifiers labeled provisions from all directives and regulations avail-

able on the EUR-Lex database between 1958–2017. In the descriptives below, we

focus on the years 1970–2017 given both a greater production of legislation and avail-

able selection of laws in the database during that period. Figure 3 shows the growth

of law availability after 1970. By 1980, the annual number of laws in our sample

is above 1,000 on average. Discretion indices, delegation and constraint ratios were

averaged over each year to assess patterns over time. Figure 4 (a) is a plot of the

mean discretion index and Figure 4 (b) is a plot of the means constraint ratio.

Figure 4 (a) shows clear patterns of declines in member state discretion as the Eu-

ropean Union continued to expand over time. Of note are two periods in which large

dips in discretion occurred following major institutional changes. The first occurred
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(a) Mean Discretion Index (δ̂) by Year

(b) Mean Constraint Ratio (Ĉ) by Year

Figure 4: Mean delegation and constraint ratios by year with 95% confidence in-
tervals (1967–2017) estimated using the full EUR-Lex English language legislation
database. 14



during a period of EU expansion which beginning in 1973, when the United King-

dom and Denmark joined the European Communities and the second occured when

the Euro was introduced in 1999. Overall, these losses in member state discretion

over time paint a picture of an increasingly centralized European Union bureaucratic

state.

5.2 Discontinuity Tests for Out-of-Sample Consistency

One of the challenges that we face in this context, which applies to many supervised

machine learning problems, is the issue of the validity of predictions outside of the

sample that we trained on. Here, the hand coded data available to us for training

from Franchino (2004) contained a biased sample of 147 pieces of “major” EU leg-

islation over a shorter time period than our database covers: 1958–1992. Thus, a

concern regarding the estimates that we construct is that the patterns of delega-

tion, constraint and discretion are due to shifts in the language or structure of EU

legislation.

To address these concerns, we introduce a novel discontinuity test using condi-

tional probabilities generated by each of the GBT classifiers that we estimate. Clas-

sification decisions at the provision level are ultimately made on the basis of whether

the estimated probability of delegation (P(Dj|Xj)) or constraint (P(Ckj|Xj)) was

above a 50% threshold based upon the words or terms in each provision Xj. All of

the provisions above this threshold were classified as either delegating authority or

imposing one of the constraints identified. For these provisions, then, the predicted

probabilities P(Dj = 1|Xj) and P(Ckj = 1|Xj) give us a sense about how certain the
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classifier was regarding the provisions that it classified8.

Following this logic, major changes in the language of delegation and constraint

within EU legislation would be reflected in shifts in classifier certainty over time as

measured by these conditional probabilities. We are particularly concerned about

shifts in language which may have occurred in the out of sample years (1993–2017),

which potentially threaten the validity of our estimates.

To address these concerns we develop a discontinuity test with classifier certainty

estimates P(Dj = 1|Xj) and P(Ckj = 1|Xj) using the first out of sample year, 1993,

as a cutpoint. The classifier is said to “pass” our test if the average delegation

and constraint certainty estimates are approximately equal around a window of the

cutpoint c. Eg for delegation:

E[P(Dj = 1|Xj)]c−ε ≈ E[P(Dj = 1|Xj)]c+ε

Passing this test implies that no significant linguistic changes in EU legislation

occurred in the out of sample years, which lends greater credibility to the validity of

the classifier.

Because we estimate a total of 9 classifiers (1 delegation and 8 constraints),

we conduct a total of 9 discontinuity tests, all of which all of our classifiers pass9.

Figure 5 is a plot of the discontinuity test for the delegation classifier.

8See Supplementary materials for an example.

9See Supplemental Materials for additional discontinuity tests
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Figure 5: Discontinuity test for the delegation classifier. Each of the bins are aver-
age values of P(Dj = 1|Xj) and local linear regressions were estimated on each side
of the cutpoint using the Imbens–Kalyanaraman bandwidth to determine whether
there was a jump in E[P(Dj = 1|Xj)].
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6 Conclusion
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Supplementary Materials for Understanding delegation through machine
learning: A method and application to the European Union

1 Description of Performance Metrics

Each of these metrics provides a different perspective on each classifier’s ability to

detect delegation and constraint in the texts of EU legislation. In the machine

learning and information retrieval literature, the most common measures used to

measure the performance of an information retrieval system are precision, sensitivity

and the combined F1 metric (?). Precision gives us information about how well

a classifier is able to distinguish between a true and a false positive, sensitivity

gives us information about how well a classifier is able to distinguish between a true

positive and a false negative and the F1 statistics combines these metrics to provide

information about how well the classifier is able to distinguish between true positives,

false positives and false negatives. We also report accuracy and specificity as part

of our performance metrics although they are not particularly useful in this context

due to the imbalanced nature of the data1.

1This is a consequence of the nature of our training data for which there are far few “posi-

tive” classes, provisions delegating authority and provisions containing restraints, than there are

“negative” classes, provisions neither delegating authority nor containing restraints.
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Performance Metric Symbol Formula Description

Accuracy a TP+TN
M

% correctly identified provisions.

Precision π TP
TP+FP

% of true v. false positives.

Sensitivity (Recall) σ1
TP

TP+FN
% of true positives

Specificity σ2
TN

TN+FP
% of true negatives.

F1 F1 2× π×σ1
π+σ1

Combined performance metric.

Table 1: Accuracy a, precision π, sensitivity σ1, specificity σ2 and F1 performance
measures estimated for each GBT classifier determining which machine learning clas-
sifier is best suited to the task of measuring delegation and the imposition of con-
straints in EU provisions. Here TP = “true positive”, FP = “false positive” , TN =
“true negative” and FN = “false negative”. Each of the metrics provide a different
perspective on the classifier’s ability to detect delegation and constraint in the texts
of EU legislation.
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2 Description of Coding Process and NLP Parsing

Using a series of regular expressions, we broke down these 147 pieces of legislation

into 7,011 provisions. Using the coding scheme provided by (?), these were then

coded as follows.

First, each provision was labeled using a binary classification system where 1

indicated that the provision delegated authority to a national administration and

0 that it does not. Similarly, another classification system was created wherein

1 indicated that a provision included each of the 8 constraints constraints on the

authority of member-state administrations and 0 that it does not. Of all provisions

coded, 40.7% were identified as delegating executive authority to EU member states

and 8.9% were identified as imposing a constraint2

3 Categories of Restraint and Data Limitations

Franchino (2004) identified 12 categories of procedural constraints adapted to the

European Union from Epstein and O’Halloran. For our purposes, these constraints

either restrain members states’ of the executive actions. Below we include additional

information for constraints that are not self–explanatory:

• Time Limits

2These statistics are lower than the original statistics in ? because of the increase in provisions

generated by the parsing and coding process. While ? calculates these statistics using only full

articles, we further partitioned each of the 147 pieces of legislation that we used for training by

articles and subarticles as identified in Franchino’s (2004) codebook.
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• Spending Limits

• Reporting Requirements – requirements of member states to report to com-

mittees on actions taken.

• Consultation Requirements – a consultation procedure that member states

must abide to when using their discretionary authority.

• Public Hearings

• Rule–making Requirements

• Appeals Procedures – member states must justify the decisions that they

make and have a right to appeal.

• Exemptions – limits to the scope of an act.

• Legislative Action Required – member state measure requires approval of

the Commission before becoming effective.

• Legislative Action Possible - actions of a member state are referred to the

Commission prior to becoming effective.

• Executive Action Required – executive agent must approve actions prior

to becoming effective. This would include prior approval by the Commission

for actions taken by the member states.

• Executive Action Possible – measures taken by member states can be over-

ruled by actions taken by the commission.

4



4 Term Importance for Restraint Categories Measure by Information

Gain

While classification of provisions delegating authority to member states was straight-

forward and required training only one classifier, reconstructing constraint ratios us-

ing GBTs was more complicated as a separate classifier had to be trained for each

of the restraint categories for which sufficient data were available. Of the 7,010

total provisions coded in the Franchino training data, there were only 11 (0.2%)

coded provisions available for the restraint category “Executive Action Possible” ,

3 (0.04%) for the “Exemptions” category, and 1 ( 0.01% ) available for the “Public

Hearings” and “Legislative Action Possible” categories. While these data limitations

rendered training and testing machine learning classifiers to identify these categories

of restraint impossible, the lack of data for these categories also suggests that the

impact of removing these categories on the faithful reproduction of constraint ratios

is minimal.

5 Exclusion of Non-English Language Legislation

Non-English language legislation was excluded from these analyses because their

inclusion would “confuse” the classifier by adding a significant amount of noise to

the classification process and would not be useful for identifying delegation and

constraint in subsequent English language legislation which we sought to collect.

Indeed, because all of these algorithms effectively model texts as “bags of words”,

including non-English language legislation in the training process when the vast
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Figure 1: Gradient Boosted Tree Estimates of Term Importance for Delegation and
Restraint Categories

(a) Rule-making Requirements (b) Time Limits

(c) Reporting Requirements (d) Consultation Requirements
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Figure 2: Gradient Boosted Tree Estimates of Term Importance for Delegation and
Restraint Categories

(a) Appeals Procedures (b) Executive Action Required

(c) Spending Limits (d) Executive Action Possible
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majority of legislation is English would effectively mean that French or German

words which designate delegation or constraint would be used to predict delegation

and constraint on English texts and vice versa.

6 Description of Gradient Boosted Trees and Text Pre–Processing Steps

Each classifier trained was trained using identical text pre–processing methods and

with a series of gradient–boosted tree classifiers with regularization and hyper–

parameter tuning. Gradient-boosted trees are a variant of a of decision tree algorithm

which, like their random forests predecessor, grow multiple trees from random sub-

sets of the training data and use a majority vote rule of the trees to generate the final

class label. This method has become popular in the social sciences and frequently

used for text classification problems because it has been found to be among the most

transparent and accurate methods for a variety of applications (Athey, Tibshirani

and Wage, 2016; Chalfin et al., 2016; Chen and Guestrin, 2016; and Kleinberg et.

al., 2018). Gradient-boosted trees tend to exhibit significantly improved classification

performance over ordinary random forests because they have several hyperparame-

ters that can be fine-tuned using cross-validation methods. Training the algorithm

to identify delegation and constraint in the 7010 EU provisions in the training data

involved the following steps: (1) text pre-processing; (2) conversion of text into a

document-term matrix; (3) algorithm training and fine-tuning via cross-validation;

and (4) performance assessment on the test data. The text pre-processing stage

involved standardizing the text of each provisions that only the words (or parts of

words) with the highest amount of useful information are retained (Denny and Spir-
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ling, 2018; Gentzkow, Kelley, and Taddy, 2017; and Grimmer and Stewart, 2013).

The processed text was then converted into a document-term matrix. The 7010 rows

in this matrix contain each EU provision in training data, and the columns contain

the number of “cleaned” words left after text pre-processing. The entry in each cell

of the matrix is the number of times the word appeared in the help-wanted ad. The

training process then involves randomly selecting a training and test set. We opt

for a 90/10 train/test split when training the delegation classifier and a 70/30 split

for each of the constraint classifiers. We split the data differently for delegation and

constraint as a consequence of the relative lack of positive examples for each of the

constraint categories as can be seen from Table 2.

Table 2: Insert Table to Label

Category Provisions Percent
Delegation 2857 40.8%
Time Limits
Spending Limits
Reporting Requirements
Consultation Requirements
Public Hearings
Rule-making Requirements
Appeals Procedures
Exemptions
Legislative Action Required
Legislative Action Possible
Executive Action Required
Executive Action Possible

Model training involves prediction of each of each of delegation and constraint

categories for which there was sufficient training data available to evaluate algorithm

performance using only the words contained in the document term matrix. This
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is accomplished through growing multiple trees via an iterative loss minimization

process using an objective function, O(θ), which is comprised of a logistic regression

loss function L(θ) of the tree parameters θ and a regularization term, γ(fk), which

is a function of the number of k trees grown where each tree is represented by a

function fk ∈ F in the function space F of all possible trees:

O(θ) = L(θ) +
K∑
k=1

γ(fk) =
T∑
i=1

l(ci, ĉ
p
i ) +

K∑
k=1

γ(fk)

The goal of training is to minimize O(θ) by simultaneously accounting for the dif-

ference between the true and predicted classification of each provision in the training

data (ci and ĉpi ) and the regularization term
∑K

k=1 γ(fk) which prevents overfitting

of the model. An important part of the training process involved hyper-parameter

tuning using 5-fold cross-validation on the training data to select the model with the

minimum average cross-validated test error as defined by the objective function in

equation. The training and test error of the models trained via the cross validation

procedure are below. The final model selected for making predictions in the larger

database of EU legislation contains the minimum test error denoted by the dotted

line.
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Figure 3: Average 5-fold, cross-validated training and test error for each GBT
gradient descent iteration, by classifier. The optimal classifier chosen had the lowest
RMSE test error.

(a) Rule-making Requirements (b) Time limits

(c) Reporting Requirements (d) Consultation requirements
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Figure 4: Average 5-fold, cross-validated training and test error for each GBT
gradient descent iteration, by classifier. The optimal classifier chosen had the lowest
RMSE test error.

(a) Appeals Procedures (b) Executive Action Required

(c) Spending Limits (d) Executive Action Possible
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6.1 Example Tree From Delegation Classifier

7 Estimation of delegation ratios, constraint ratios and discretion indices

for all EU legislation

Labeling for each provision was conducted using probabilities estimated by each

classifier in the following manner. For the jth provision, it was labeled as delegating

authority Dj if the probability of delegation given the words Xj was greater than

50% :

Dj =

1 if p(Dj|Xj) > 0.50

0 otherwise
(1)

The estimated delegation ratio ∆̂i for the ith law is then:

∆̂i =
∑
j∈Ji

Dji

Ji

where ∆̂i is simply the % of provisions in each law delegating authority to national

administrations.

Estimation of the constraint ratio for each piece of legislation was slightly more

complicated. For each jth provision, we applied each of the k = 8 constraint classi-

fiers to determine whether either of the constraint categories were present using the

probabilities estimated by the classifier.

Ckj =

1 if p(Ckj|Xj) > 0.50

0 otherwise
(2)
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The estimated constraint ratio for each law was then computed according to whether

any of the provisions in the ith law contained at least one constraint category:

Ĉi =
Ci
12

Where Ci is

Ci =
8∑

k=1

I

[∑
j∈Ji

Ckj ≥ 1

]

Finally, the estimated discretion index δ̂i is calculated by combining the estimated

delegation and constraint ratios:

δ̂i = ∆̂i − [Ĉi × ∆̂i]

8 Further details regarding the discontinuity test

8.1 Illustration of classifier certainty estimates

Take two provisions classified as delegating authority. For provision 1, P(D1 =

1|X1) = 0.95 while for provision 2, P(D2 = 1|X2) = 0.55. While both provisions are

classified as delegating authority, the classifier is more certain about its classification

decision for the first provision than it is for the second. This is due to textual differ-

ences present in provision 1 and 2 since these conditional probabilities are estimated

only as a function of the text of each provision.
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